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Preface

1. What is PostgreSQL?

PostgreSQL is an object-relational database management system (ORDBMYS) based on POSTGRES,
Version 4.2 (http://s2k-ftp.CS.Berkeley. EDU:8000/postgres/postgres.html), developed at the University
of California at Berkeley Computer Science Department. The POSTGRES project, led by Professor
Michael Stonebraker, was sponsored by the Defense Advanced Research Projects Agency (DARPA),
the Army Research Office (ARO), the National Science Foundation (NSF), and ESL, Inc.

PostgreSQL is an open-source descendant of this original Berkeley code. It provides SQL92/SQL 99
language support and other modern features.

POSTGRES pioneered many of the object-relational concepts now becoming available in some
commercial databases. Traditional relational database management systems (RDBMS) support a data
model consisting of a collection of named relations, containing attributes of a specific type. In current
commercial systems, possible types include floating point numbers, integers, character strings, money,
and dates. It is commonly recognized that this model is inadequate for future data processing
applications. The relational model successfully replaced previous models in part because of its Spartan
smplicity . However, as mentioned, this simplicity often makes the implementation of certain
applications very difficult. Postgres offers substantial additional power by incorporating the following
additional conceptsin such away that users can easily extend the system:

inheritance
data types
functions

Other features provide additional power and flexibility:

constraints

triggers

rules

transaction integrity

These features put Postgres into the category of databases referred to as object-relational. Note that this
is distinct from those referred to as object-oriented, which in general are not as well suited to supporting
the traditional relational database languages. So, although Postgres has some object-oriented features, it
is firmly in the relational database world. In fact, some commercia databases have recently incorporated
features pioneered by Postgres.

2. A Short History of Postgres

The object-relational database management system now known as PostgreSQL (and briefly called
Postgres95) is derived from the Postgres package written at the University of California at Berkeley.
With over a decade of development behind it, PostgreSQL is the most advanced open-source database
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available anywhere, offering multi-version concurrency control, supporting almost all SQL constructs
(including subselects, transactions, and user-defined types and functions), and having a wide range of
language bindings available (including C, C++, Java, Perl, Tcl, and Python).

2.1. The Berkeley Postgres Project

Implementation of the Postgres DBMS began in 1986. The initial concepts for the system were
presented in The Design of Postgres and the definition of theinitial data model appeared in The Postgres
Data Model. The design of the rule system at that time was described in The Design of the Postgres
Rules System. The rationale and architecture of the storage manager were detailed in The Postgres
Sorage System.

Postgres has undergone several major releases since then. The first "demoware" system became
operationa in 1987 and was shown at the 1988 ACM-SIGMOD Conference. We released Version 1,
described in The Implementation of Postgres, to a few external users in June 1989. In response to a
critique of the first rule system (A Commentary on the Postgres Rules System), the rule system was
redesigned (On Rules, Procedures, Caching and Views in Database Systems) and Version 2 was
released in June 1990 with the new rule system. Version 3 appeared in 1991 and added support for
multiple storage managers, an improved query executor, and a rewritten rewrite rule system. For the
most part, releases until Postgreso5 (see below) focused on portability and reliability.

Postgres has been used to implement many different research and production applications. These
include: a financial data analysis system, a jet engine performance monitoring package, an asteroid
tracking database, a medical information database, and several geographic information systems.
Postgres has also been used as an educational tool at severa universities. Finaly, lllustra Information
Technologies (http://www.illustra.com/) (since merged into Informix (http://www.informix.com/))
picked up the code and commercialized it. Postgres became the primary data manager for the Sequoia
2000 (http://www.sdsc.edu/O/Parts_Collabs/S2K/s2k_home.html) scientific computing project in late
1992.

The size of the external user community nearly doubled during 1993. It became increasingly obvious
that maintenance of the prototype code and support was taking up large amounts of time that should
have been devoted to database research. In an effort to reduce this support burden, the project officially
ended with Version 4.2.

2.2. Postgres95

In 1994, Andrew Yu and Jolly Chen added a SQL language interpreter to Postgres. Postgresd5 was
subsequently released to the Web to find its own way in the world as an open-source descendant of the
original Postgres Berkeley code.

Postgres95 code was completely ANSI C and trimmed in size by 25%. Many internal changes improved
performance and maintainability. Postgres95 v1.0.x ran about 30-50% faster on the Wisconsin
Benchmark compared to Postgres v4.2. Apart from bug fixes, these were the major enhancements:

The query language Postquel was replaced with SQL (implemented in the server). Subqueries were
not supported until PostgreSQL (see below), but they could be imitated in Postgres95 with
user-defined SQL functions. Aggregates were re-implemented. Support for the GROUP BY query
clause was also added. Thel i bpq interface remained available for C programs.
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In addition to the monitor program, a new program (psgl) was provided for interactive SQL queries
using GNU r eadl i ne.

A new front-end library, | i bpgt cl , supported Tcl-based clients. A sample shell, pgtclsh, provided
new Tcl commandsto interface tcl programs with the Postgres95 backend.

The large object interface was overhauled. The Inversion large objects were the only mechanism for
storing large objects. (The Inversion file system was removed.)

Theinstance-level rule system was removed. Rules were still available as rewrite rules.

A short tutorial introducing regular SQL features as well as those of Postgres95 was distributed with
the source code.

GNU make (instead of BSD make) was used for the build. Also, Postgres95 could be compiled with
an unpatched gec (data alignment of doubles was fixed).

2.3. PostgreSQL

By 1996, it became clear that the name "Postgres95" would not stand the test of time. We chose a new
name, PostgreSQL, to reflect the relationship between the original Postgres and the more recent versions
with SQL capability. At the same time, we set the version numbering to start at 6.0, putting the numbers
back into the sequence originally begun by the Postgres Project.

The emphasis during development of Postgres95 was on identifying and understanding existing
problems in the backend code. With PostgreSQL, the emphasis has shifted to augmenting features and
capabilities, although work continuesin all areas.

Major enhancements in PostgreSQL include;

Table-level locking has been replaced with multi-version concurrency control, which alows readers
to continue reading consistent data during writer activity and enables hot backups from pg_dump
while the database stays available for queries.

Important backend features, including subselects, defaults, constraints, and triggers, have been
implemented.

Additional SQL92-compliant language features have been added, including primary keys, quoted
identifiers, literal string type coercion, type casting, and binary and hexadecimal integer input.

Built-in types have been improved, including new wide-range date/time types and additional
geometric type support.

Overall backend code speed has been increased by approximately 20-40%, and backend start-up time
has decreased 80% since version 6.0 was rel eased.

3. Documentation Resources

This manual set is organized into several parts:

Tutorial

An introduction for new users. Does not cover advanced features.
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User's Guide

Documents the SQL query language environment, including data types and functions.

Programmer’s Guide
Advanced information for application programmers. Topics include type and function
extensibility, library interfaces, and application design issues.
Administrator’s Guide

Installation and server management information

Reference Manual

Reference pages for SQL command syntax and client and server programs

Developer’s Guide

Information for Postgres developers. This is intended for those who are contributing to the
Postgres project; application development information should appear in the Programmer’s Guide.

In addition to this manual set, there are other resources to help you with Postgres installation and use:

man pages

The Reference Manual’ s pages in the traditional Unix man format.

FAQs
Frequently Asked Questions (FAQ) lists document both general issues and some platform-specific
issues.

READMEs
README files are available for some contributed packages.

Web Site

The PostgreSQL web site (http://www.postgresgl.org) carries details on the latest release,
upcoming features, and other information to make your work or play with PostgreSQL more
productive.

Mailing Lists
The <pgsql - gener al @ost gresqgl . org> (archive
(http://mwww.postgresgl.org/mhonarc/pgsgl-general/)) mailing list is a good place to have user

questions answered. Other mailing lists are available; consult the User's Lounge
(http://www.postgresgl.org/users-lounge/) section of the PostgreSQL web site for details.

Y ourself!

PostgreSQL is an open source effort. As such, it depends on the user community for ongoing
support. As you begin to use PostgreSQL, you will rely on others for help, either through the
documentation or through the mailing lists. Consider contributing your knowledge back. If you
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learn something which is not in the documentation, write it up and contribute it. If you add features
to the code, contribute it.

Even those without a lot of experience can provide corrections and minor changes in the
documentation, and that is a good way to start. The <pgsql - docs @ost gr esql . or g> (archive
(http://Iwww.postgresgl.org/mhonarc/pgsgl-docs/)) mailing list is the place to get going.

4. Terminology and Notation

The terms Podtgres and PodtgreSQL will be used interchangeably to refer to the software that
accompanies this documentation.

An administrator is generally a person who is in charge of installing and running the server. A user
could be anyone who is using, or wants to use, any part of the PostgreSQL system. These terms should
not be interpreted too narrowly; this documentation set does not have fixed presumptions about system
administration procedures.

/usr/local/pgsqgl/ is generally used as the root directory of the instalation and
/usr/1ocal / pgsql / dat a asthe directory with the database files. These directories may vary on your
sSite, details can be derived in the Administrator’s Guide.

In a command synopsis, brackets ("[ " and "] ") indicate an optional phrase or keyword. Anything in
braces ("{" and "} ") and containing vertical bars (| ") indicates that you must choose one.

Examples will show commands executed from various accounts and programs. Commands executed
from a Unix shell may be preceeded with a dollar sign ($). Commands executed from particular user
accounts such as root or postgres are specialy flagged and explained. SQL commands may be preceeded
with => or will have no leading prompt, depending on the context.

Note: The notation for flagging commands is not universally consistant throughout the
documentation set. Please report problems to the documentation mailing list
<pgsql - docs@ost gresqgl . org>.

5. Bug Reporting Guidelines

When you find a bug in PostgreSQL we want to hear about it. Y our bug reports play an important part
in making PostgreSQL more reliable because even the utmost care cannot guarantee that every part of
PostgreSQL will work on every platform under every circumstance.

The following suggestions are intended to assist you in forming bug reports that can be handled in an
effective fashion. No oneis required to follow them but it tends to be to everyone's advantage.

We cannot promise to fix every bug right away. If the bug is obvious, critical, or affects a lot of users,
chances are good that someone will look into it. It could also happen that we tell you to update to a
newer version to see if the bug happens there. Or we might decide that the bug cannot be fixed before
some major rewrite we might be planning is done. Or perhaps it is simply too hard and there are more
important things on the agenda. If you need help immediately, consider obtaining a commercial support
contract.
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5.1. Identifying Bugs

Before you report a bug, please read and re-read the documentation to verify that you can realy do
whatever it isyou aretrying. If it is not clear from the documentation whether you can do something or
not, please report that too; it is a bug in the documentation. If it turns out that the program does
something different from what the documentation says, that is a bug. That might include, but is not
limited to, the following circumstances:

A program terminates with a fatal signal or an operating system error message that would point to a
problem in the program. (A counterexample might be a disk full message, since you have to fix that
yourself.)

A program produces the wrong output for any given input.
A program refuses to accept valid input (as defined in the documentation).

A program accepts invalid input without a notice or error message. Keep in mind that your idea of
invalid input might be our idea of an extension or compatibility with traditional practice.

PostgreSQL fails to compile, build, or install according to the instructions on supported platforms.
Here program refersto any executable, not only the backend server.

Being slow or resource-hogging is not necessarily a bug. Read the documentation or ask on one of the
mailing lists for help in tuning your applications. Failing to comply to SQL is not a bug unless
compliance for the specific featureis explicitly claimed.

Before you continue, check on the TODO list and in the FAQ to see if your bug is aready known. If
you cannot decode the information on the TODO list, report your problem. The least we can do is make
the TODO list clearer.

5.2. What to report

The most important thing to remember about bug reporting is to state al the facts and only facts. Do not

speculate what you think went wrong, what "it seemed to do", or which part of the program has a fault.
If you are not familiar with the implementation you would probably guess wrong and not help us a bit.
And even if you are, educated explanations are a great supplement to but no substitute for facts. If we
are going to fix the bug we still have to see it happen for ourselves first. Reporting the bare facts is
relatively straightforward (you can probably copy and paste them from the screen) but al too often
important details are left out because someone thought it does not matter or the report would be
understood anyway.

The following items should be contained in every bug report:

The exact sequence of steps from program start-up necessary to reproduce the problem. This should
be self-contained; it is not enough to send in a bare select statement without the preceding create table
and insert statements, if the output should depend on the data in the tables. We do not have the time to
reverse-engineer your database schema, and if we are supposed to make up our own data we would
probably miss the problem. The best format for a test case for query-language related problemsis a
file that can be run through the psgl frontend that shows the problem. (Be sure to not have anything in
your ~/ . psql rc start-up file.) An easy start at this file is to use pg_dump to dump out the table
declarations and data needed to set the scene, then add the problem query. You are encouraged to
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minimize the size of your example, but this is not absolutely necessary. If the bug is reproduceable,
wewill find it either way.

If your application uses some other client interface, such as PHP, then please try to isolate the
offending queries. We will probably not set up a web server to reproduce your problem. In any case
remember to provide the exact input files, do not guess that the problem happens for "large files' or
"mid-size databases’, etc. since thisinformation is too inexact to be of use.

The output you got. Please do not say that it didn't work or crashed. If there is an error message,
show it, even if you do not understand it. If the program terminates with an operating system error,
say which. If nothing at all happens, say so. Even if the result of your test case is a program crash or
otherwise obvious it might not happen on our platform. The easiest thing is to copy the output from
the terminal, if possible.

Note: In case of fatal errors, the error message provided by the client might not contain all the
information available. In that case, also look at the log output of the database server. If you do
not keep your server output, this would be a good time to start doing so.

The output you expected is very important to state. If you just write "This command gives me that
output." or "This is not what | expected.”, we might run it ourselves, scan the output, and think it
looks okay and is exactly what we expected. We should not have to spend the time to decode the
exact semantics behind your commands. Especialy refrain from merely saying that "This is not what
SQL says/Oracle does." Digging out the correct behavior from SQL is not a fun undertaking, nor do
we al know how all the other relational databases out there behave. (If your problem is a program
crash you can obviously omit thisitem.)

Any command line options and other start-up options, including concerned environment variables or
configuration files that you changed from the default. Again, be exact. If you are using a
pre-packaged distribution that starts the database server at boot time, you should try to find out how
that is done.

Anything you did at all differently from the installation instructions.

The PostgreSQL version. Y ou can run the command SELECT ver si on() ; to find out the version of
the server you are connected to. Most executable programs also support a - - ver si on option; at least
postmaster --version andpsql --version should work. If the function or the options do not
exist then your version is probably old enough. Y ou can also look into the READVE file in the source
directory or at the name of your distribution file or package name. If you run a pre-packaged version,
such as RPMs, say so, including any subversion the package may have. If you are talking about a
CV S snapshot, mention that, including its date and time.

If your version is older than 7.1 we will almost certainly tell you to upgrade. There are tons of bug
fixesin each new release, that is why we make new releases.

Platform information. This includes the kernel name and version, C library, processor, memory
information. In most cases it is sufficient to report the vendor and version, but do not assume
everyone knows what exactly "Debian" contains or that everyone runs on Pentiums. If you have
installation problems then information about compilers, make, etc. is aso necessary.

Do not be afraid if your bug report becomes rather lengthy. That is a fact of life. It is better to report
everything the first time than us having to squeeze the facts out of you. On the other hand, if your input
filesare huge, itisfair to ask first whether somebody isinterested in looking into it.
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Do not spend all your time to figure out which changes in the input make the problem go away. This
will probably not help solving it. If it turns out that the bug cannot be fixed right away, you will till
have time to find and share your work around. Also, once again, do not waste your time guessing why
the bug exists. We will find that out soon enough.

When writing a bug report, please choose non-confusing terminology. The software package as such is
called "PostgreSQL", sometimes "Postgres" for short. (Sometimes the abbreviation "Pgsqgl” is used but
don’t do that.) When you are specifically talking about the backend server, mention that, do not just say
"Postgres crashes'. The interactive frontend is called "psgl" and is for all intends and purposes
completely separate from the backend.

5.3. Where to report bugs

In general, send bug reports to the bug report mailing list at <pgsql - bugs@ost gresql . org>. You
areinvited to find a descriptive subject for your email message, perhaps parts of the error message.

Do not send bug reports to any of the user mailing lists, such as <pgsqgl - sql @ost gresql . org> or
<pgsql - gener al @ost gresqgl . or g>. These mailing lists are for answering user questions and their
subscribers normally do not wish to receive bug reports. More importantly, they are unlikely to fix them.

Also, please do not send reports to the developers’ mailing list <pgsql - hacker s@ost gr esql . or g>.
Thislist isfor discussing the development of PostgreSQL and it would be nice if we could keep the bug
reports separate. We might choose to take up a discussion about your bug report on it, if the bug needs
more review.

If you have a problem with the documentation, send email to the documentation mailing list
<pgsql - docs@ost gr esql . or g>. Mention the document, chapter, and sections in your problem

report.

If your bug is a portability problem on a non-supported platform, send mail to
<pgsql - port s@ostgresql .org> so we (and you) can work on porting PostgreSQL to your
platform.

Note: Due to the unfortunate amount of spam going around, all of the above email addresses are
closed mailing lists. That is, you need to be subscribed to a list to be allowed to post on it. If you
simply want to send mail but do not want to receive list traffic, you can subscribe and set your
subscription option to nomai | . For more information send mail to <naj or dono@ost gr esql . or g>
with the single word hel p in the body of the message.

6. Y2K Statement

Author: Written by Thomas Lockhart (<l ockhart @l umi . cal t ech. edu>) on 1998-10-22. Updated
2000-03-31.

The PostgreSQL Global Development Group provides the PostgreSQL software code tree as a public
service, without warranty and without liability for its behavior or performance. However, at the time of
writing:

The author of this statement, a volunteer on the Postgres support team since November, 1996, is not
aware of any problems in the Postgres code base related to time transitions around Jan 1, 2000 (Y 2K).
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The author of this statement is not aware of any reports of Y2K problems uncovered in regression
testing or in other field use of recent or current versions of Postgres. We might have expected to hear
about problems if they existed, given the installed base and the active participation of users on the
support mailing lists.

To the best of the author’s knowledge, the assumptions Postgres makes about dates specified with a
two-digit year are documented in the current User’s Guide in the chapter on data types. For two-digit
years, the significant transition year is 1970, not 2000; e.g. "70- 01- 01" isinterpreted as 1970-01-01,
whereas "69- 01- 01" isinterpreted as 2069-01-01.

Any Y 2K problems in the underlying OS related to obtaining "the current time" may propagate into
apparent Y 2K problemsin Postgres.

Refer to The Gnu Project (http://www.gnu.org/software/year2000.html) and The Perl Institute
(http://language.perl.com/news/y2k.html) for further discussion of Y 2K issues, particularly as it relates
to open source, no fee software.



Chapter 1. SQL Syntax

A description of the general syntax of SQL.

1.1. Lexical Structure

SQL input consists of a sequence of commands. A command is composed of a sequence of tokens,
terminated by a semicolon (;). The end of the input stream also terminates a command. Which tokens
are valid depends on the syntax of the particular command.

A token can be a key word, an identifier, a quoted identifier, a literal (or constant), or a special
character symbol. Tokens are normally separated by whitespace (space, tab, newline), but need not be if
there is no ambiguity (which is generally only the case if a special character is adjacent to some other
token type).

Additionally, comments can occur in SQL input. They are not tokens, they are effectively equivalent to
whitespace.

For example, the following is (syntactically) valid SQL input:

SELECT * FROM MY_TABLE;

UPDATE MY_TABLE SET A = 5;

| NSERT | NTO MY_TABLE VALUES (3, 'hi there');

This is a sequence of three commands, one per line (athough this is not required; more than one
command can be on aline, and commands can usefully be split across lines).

The SQL syntax is not very consistent regarding what tokens identify commands and which are
operands or parameters. The first few tokens are generally the command name, so in the above example
we would usually speak of a SELECT, an UPDATE, and an INSERT command. But for instance the
UPDATE command aways requires a SET token to appear in a certain position, and this particular
variation of INSERT also requires a VALUES in order to be complete. The precise syntax rules for
each command are described in the Reference Manual.

1.1.1. Identifiers and Key Words

Tokens such as SELECT, UPDATE, or VALUES in the example above are examples of key words, that
is, words that have a fixed meaning in the SQL language. The tokens MY_TABLE and A are examples
of identifiers. They identify names of tables, columns, or other database objects, depending on the
command they are used in. Therefore they are sometimes simply called names. Key words and
identifiers have the same lexical structure, meaning that one cannot know whether a token is an
identifier or a key word without knowing the language. A complete list of key words can be found in
Appendix B.

SQL identifiers and key words must begin with a letter (a-z) or underscore (_). Subsequent characters
in an identifier or key word can be letters, digits (0-9), or underscores, although the SQL standard will
not define a key word that contains digits or starts or ends with an underscore.

The system uses no more than NAMEDATALEN-1 characters of an identifier; longer names can be
written in commands, but they will be truncated. By default, NAMEDATALEN is 32 so the maximum
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identifier length is 31 (but at the time the system is built, NAMEDATALEN can be changed in
src/incl ude/ post gres_ext . h).

Identifier and key word names are case insensitive. Therefore

UPDATE MY_TABLE SET A = 5;

can equivalently be written as

uPDaTE ny_TabLE SeT a = 5;

A convention often used isto write key words in upper case and hamesin lower case, e.g.,

UPDATE ny_table SET a = 5;

There is a second kind of identifier: the delimited identifier or quoted identifier. It is formed by
enclosing an arbitrary sequence of characters in double-quotes ("). A delimited identifier is aways an
identifier, never a key word. So "sel ect” could be used to refer to a column or table named sdect,
whereas an unquoted sel ect would be taken as a key word and would therefore provoke a parse error
when used where a table or column name is expected. The example can be written with quoted
identifierslike this:

UPDATE "ny_table" SET "a" = 5;

Quoted identifiers can contain any character other than a double quote itself. This allows constructing
table or column names that would otherwise not be possible, such as ones containing spaces or
ampersands. The length limitation still applies.

Quoting an identifier also makes it case-sensitive, whereas ungquoted names are always folded to lower
case. For example, the identifiers FOO, f oo and " f oo™ are considered the same by Postgres, but " Foo"
and " FOO' are different from these three and each other. *

1.1.2. Constants

There are four kinds of implicitly typed constants in Postgres: strings, bit strings, integers, and floating
point numbers. Constants can also be specified with explicit types, which can enable more accurate
representation and more efficient handling by the system. The implicit constants are described below;
explicit constants are discussed afterwards.

1.1.2.1. String Constants

A string constant in SQL is an arbitrary sequence of characters bounded by single quotes (), e.g.,
"This is a string . SQL alows single quotes to be embedded in strings by typing two adjacent
single quotes (e.g., ' Di anne’ ' s hor se’ ). In Postgres single quotes may alternatively be escaped with
abackdash (\,eg.,’ Di anne\' s horse’).

C-style backslash escapes are also available: \ b is abackspace, \ f isaform feed,\ nisanewling \r is
a carriage return, \'t is a tab, and \ xxx, where xxx is an octal number, is the character with the
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corresponding ASCII code. Any other character following a backslash is taken literally. Thus, to include
abackslash in a string constant, type two backslashes.

The character with the code zero cannot be in a string constant.

Two string constants that are only separated by whitespace with at least one newline are concatenated
and effectively treated asif the string had been written in one constant. For example:

SELECT ' f oo’
"bar’;

isequivalent to

SELECT ' f oobar’ ;

but

SELECT ' f oo’ "bar’;

isnot valid syntax.

1.1.2.2. Bit String Constants

Bit string constants look like string constants with a B (upper or lower case) immediately before the
opening quote (no intervening whitespace), e.g., B' 1001’ . The only characters allowed within bit string
constants are 0 and 1. Bit string constants can be continued across lines in the same way as regular
string constants.

1.1.2.3. Integer Constants

Integer constants in SQL are sequences of decimal digits (0 though 9) with no decimal point. The range
of legal values depends on which integer data type is used, but the plain i nt eger type accepts values
ranging from -2147483648 to +2147483647. (The optiona plus or minus sign is actually a separate
unary operator and not part of the integer constant.)

1.1.2.4. Floating Point Constants

Floating point constants are accepted in these general forms;

digits.[digits][e[+-]digits]
[digits].digits[e[+-]digits]
digitse[+-]digits

where di gi t s is one or more decimal digits. At least one digit must be before or after the decimal
point, and after the e if you use that option. Thus, a floating point constant is distinguished from an
integer constant by the presence of either the decimal point or the exponent clause (or both). There must
not be a space or other characters embedded in the constant.
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These are some examples of valid floating point constants:
35

4,

.001

5e2

1.925e-3

Floating point constants are of type DOUBLE PRECI SI ON. REAL can be specified explicitly by using
SQL string notation or Postgres type notation:

REAL '1.23" -- string style
'1.23"::REAL -- Postgres (historical) style

1.1.2.5. Constants of Other Types

A constant of an arbitrary type can be entered using any one of the following notations:

type 'string’
"string ::type
CAST ( 'string’ AS type )

The value inside the string is passed to the input conversion routine for the type called t ype. The result
is a constant of the indicated type. The explicit type cast may be omitted if there is no ambiguity as to
the type the constant must be (for example, when it is passed as an argument to a non-overloaded
function), in which case it is automatically coerced.

It isaso possible to specify atype coercion using afunction-like syntax:
typenanme ( val ue )

although this only works for types whose names are also valid as function names. (For example,
doubl e preci si on can’t be used thisway --- but the equivalent f | oat 8 can.)

The ::, CAST(), and function-call syntaxes can also be used to specify the type of arbitrary
expressions, but theformt ype st ri ng’ can only be used to specify the type of aliteral constant.

1.1.2.6. Array constants
The genera format of an array constant is the following:
"{ vall delimval2 delim... }’

where del i misthe delimiter character for the type, as recorded in its pg_t ype entry. (For al built-in

types, thisisthe comma character ",".) Each val iseither a constant of the array element type, or a



Chapter 1. SQL Syntax

sub-array. An example of an array constant is
"{{1,2,3},{4,5,6},{7,8,9}}’

This constant is atwo-dimensional, 3 by 3 array consisting of three sub-arrays of integers.

Individual array elements can be placed between double-quote marks (") to avoid ambiguity problems
with respect to white space. Without quote marks, the array-value parser will skip leading white space.

(Array constants are actually only a special case of the generic type constants discussed in the previous
section. The constant isinitially treated as a string and passed to the array input conversion routine. An
explicit type specification might be necessary.)

1.1.3. Operators

An operator is a sequence of up to NAMEDATALEN-1 (31 by default) characters from the following
list:

R <>z~ @H%NE | ?$

There are afew restrictions on operator names, however:

"$" (dollar) cannot be a single-character operator, athough it can be part of a multi-character
operator name.

-- and / * cannot appear anywhere in an operator name, since they will be taken as the start of a
comment.

A multi-character operator name cannot end in "+" or "-
of these characters:

~1@#%N& | ?$

For example, @ is an allowed operator name, but *- is not. This restriction allows Postgres to parse
SQL-compliant queries without requiring spaces between tokens.

, unless the name also contains at least one

When working with non-SQL-standard operator names, you will usually need to separate adjacent
operators with spaces to avoid ambiguity. For example, if you have defined a left-unary operator named
"@", you cannot write X* @; you must write X* @ to ensure that Postgres reads it as two operator
names not one.

1.1.4. Special Characters

Some characters that are not alphanumeric have a special meaning that is different from being an
operator. Details on the usage can be found at the location where the respective syntax element is
described. This section only exists to advise the existence and summarize the purposes of these
characters.

A dollar sign ($) followed by digits is used to represent the positional parameters in the body of a
function definition. In other contexts the dollar sign may be part of an operator name.

Parentheses (() ) have their usual meaning to group expressions and enforce precedence. In some
cases parentheses are required as part of the fixed syntax of a particular SQL command.
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Brackets ([]) are used to select the elements of an array. See Chapter 6 for more information on
arrays.

Commas (, ) are used in some syntactical constructs to separate the elements of alist.

The semicolon (; ) terminates an SQL command. It cannot appear anywhere within a command,
except within a string constant or quoted identifier.

The colon (: ) is used to select dices from arrays. (See Chapter 6.) In certain SQL dialects (such as
Embedded SQL ), the colon is used to prefix variable names.

The asterisk (*) has a specia meaning when used in the SELECT command or with the COUNT
aggregate function.

The period (. ) isused in floating point constants, and to separate table and column names.

1.1.5. Comments

A comment is an arbitrary sequence of characters beginning with double dashes and extending to the
end of theline, e.g.:

-- This is a standard SQL92 comment

Alternatively, C-style block comments can be used:

/* multi-line conment
* with nesting: /* nested bl ock coment */
*/

where the comment begins with /* and extends to the matching occurrence of */. These block
comments nest, as specified in SQL99 but unlike C, so that one can comment out larger blocks of code
that may contain existing block comments.

A comment is removed from the input stream before further syntax analysis and is effectively replaced
by whitespace.

1.2. Columns

A column is either a user-defined column of a given table or one of the following system-defined
columns:;
oid
The unique identifier (object ID) of arow. Thisis a serial number that is added by Postgres to all
rows automatically. OlDs are not reused and are 32-bit quantities.
tableoid

The OID of the table containing this row. This attribute is particularly handy for queries that select
from inheritance hierarchies, since without it, it's difficult to tell which individual table arow came
from. The tableoid can be joined against the OID attribute of pg_class to obtain the table name.
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Xmin
The identity (transaction ID) of the inserting transaction for this tuple. (Note: a tuple is an
individual state of arow; each UPDATE of arow creates a new tuple for the same logical row.)
cmin
The command identifier (starting at zero) within the inserting transaction.

xXmax

The identity (transaction ID) of the deleting transaction, or zero for an undeleted tuple. In practice,
thisis never nonzero for avisible tuple.

cmax

The command identifier within the deleting transaction, or zero. Again, thisis never nonzero for a
visible tuple.

ctid
The tuple ID of the tuple within its table. Thisis a pair (block number, tuple index within block)
that identifies the physical location of the tuple. Note that although the ctid can be used to locate
the tuple very quickly, a row’s ctid will change each time it is updated or moved by VACUUM.

Therefore ctid is useless as along-term row identifier. The OID, or even better a user-defined serial
number, should be used to identify logical rows.

For further information on the system attributes consult Stonebraker, Hanson, Hong, 1987. Transaction
and command identifiers are 32-bit quantities.

1.3. Value Expressions

Vaue expressions are used in avariety of contexts, such asin the target list of the SELECT command,
as new column valuesin INSERT or UPDATE, or in search conditions in a humber of commands. The
result of a value expression is sometimes called a scalar, to distinguish it from the result of a table
expression (which is a table). Value expressions are therefore also called scalar expressions (or even
simply expressions). The expression syntax allows the calculation of values from primitive parts using
arithmetic, logical, set, and other operations.

A value expression is one of the following:
A constant or literal value; see Section 1.1.2.
A column reference
An operator invocation:

expr essi on oper at or expr essi on (binary infix operator)
oper at or expr essi on (unary prefix operator)
expr essi on oper at or (unary postfix operator)
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where oper at or follows the syntax rules of Section 1.1.3 or is one of the tokens AND, OR, and
NOT. Which particular operators exist and whether they are unary or binary depends on what
operators have been defined by the system or the user. Chapter 4 describes the built-in operators.

( expression )

Parentheses are used to group subexpressions and override precedence.
A positional parameter reference, in the body of afunction declaration.
A function call

An aggregate expression

A scalar subquery. Thisisan ordinary SELECT in parentheses that returns exactly one row with one
column. It isan error to use a subquery that returns more than one row or more than one column in the
context of avalue expression.

In addition to thislist, there are a number of constructs that can be classified as an expression but do not
follow any general syntax rules. These generally have the semantics of a function or operator and are
explained in the appropriate location in Chapter 4. An exampleisthel S NULL clause.

We have aready discussed constants in Section 1.1.2. The following sections discuss the remaining
options.

1.3.1. Column References
A column can be referenced in the form:

correl ation. col umnane ‘[’ subscript‘]’

correl ati on iseither the name of atable, an alias for a table defined by means of a FROM clause,
or the keyword NEwor OLD. (NEW and OLD can only appear in the action portion of arule, while other
correlation names can be used in any SQL statement.) The correlation name can be omitted if the
column name is unique across al the tables being used in the current query. If col umm is of an array
type, then the optional subscri pt selects a specific element in the array. If no subscript is provided,
then the whole array is selected. Refer to the description of the particular commands in the PostgreSQL
Reference Manual for the allowed syntax in each case.

1.3.2. Positional Parameters

A positional parameter reference is used to indicate a parameter in an SQL function. Typically thisis
used in SQL function definition statements. The form of a parameter is:

$nunber
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For example, consider the definition of afunction, dept , as

CREATE FUNCTI ON dept (text) RETURNS dept
AS 'sel ect * fromdept where nane = $1’
LANGUAGE ' sql ’;

Here the $1 will be replaced by the first function argument when the function isinvoked.

1.3.3. Function Calls

The syntax for a function call is the name of a function (which is subject to the syntax rules for
identifiers of Section 1.1.1), followed by its argument list enclosed in parentheses:

function ([expression [, expression ... ]] )

For example, the following computes the square root of 2:

sqrt(2)

Thelist of built-in functionsisin Chapter 4. Other functions may be added by the user.

1.3.4. Aggregate Expressions

An aggregate expression represents the application of an aggregate function across the rows selected by
a query. An aggregate function reduces multiple inputs to a single output value, such as the sum or
average of the inputs. The syntax of an aggregate expression is one of the following:

aggr egat e_nane (expr essi on)

aggr egat e_nane (ALL expr essi on)

aggr egat e_nane (DISTINCT expr essi on)
aggregate_name (*)

where aggr egat e_nane isapreviously defined aggregate, and expr essi on is any expression that
does not itself contain an aggregate expression.

The first form of aggregate expression invokes the aggregate across all input rows for which the given

expression yields a non-NULL value. (Actualy, it is up to the aggregate function whether to ignore
NULLSs or not --- but all the standard ones do.) The second form is the same asthe first, since ALL isthe
default. The third form invokes the aggregate for all distinct non-NULL values of the expression found
in the input rows. The last form invokes the aggregate once for each input row regardless of NULL or
non-NULL values; since no particular input value is specified, it is generally only useful for the
count () aggregate function.

For example, count (*) yields the total number of input rows; count (f 1) yields the number of input
rows in which f1 is non-NULL; count (di stinct f1) yields the number of distinct non-NULL
valuesof f 1.

The predefined aggregate functions are described in Section 4.12. Other aggregate functions may be
added by the user.
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1.4. Lexical Precedence

The precedence and associativity of the operatorsis hard-wired into the parser. Most operators have the

same precedence and are left-associative. This may lead to non-intuitive behavior; for example the
Boolean operators "<" and ">" have a different precedence than the Boolean operators "<=" and ">=".
Also, you will sometimes need to add parentheses when using combinations of binary and unary
operators. For instance

SELECT 5! - 6;
will be parsed as
SELECT 5 ! (- 6);

because the parser has no idea -- until it istoo late -- that ! is defined as a postfix operator, not an infix
one. To get the desired behavior in this case, you must write

SELECT (5 !) - 6;
Thisisthe price one pays for extensibility.

Table 1-1. Operator Precedence (decreasing)

Operator/Element | Associativity [ Description
left Postgres-style typecast
[] left array element selection
left table/column name separator
- right unary minus
n left exponentiation
* % left multiplication, division, modulo
+- left addition, subtraction
IS test for TRUE, FALSE, NULL
ISNULL test for NULL
NOTNULL test for NOT NULL
(any other) left all other native and user-defined operators
IN set membership
BETWEEN containment
OVERLAPS timeinterval overlap
LIKEILIKE string pattern matching
<> less than, greater than

10
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Operator/Element | Associativity | Description

= right equality, assignment
NOT right logical negation
AND left logical conjunction
OR left logical digunction

Note that the operator precedence rules also apply to user-defined operators that have the same names
as the built-in operators mentioned above. For example, if you define a + operator for some custom data
type it will have the same precedence as the built-in + operator, no matter what yours does.

Notes

1. Postgres folding of unguoted names to lower case is incompatible with the SQL standard, which
says that unquoted names should be folded to upper case. Thus, f oo should be equivalent to " FOO'
not " f oo" according to the standard. If you want to write portable applications you are advised to
aways quote a particular name or never quote it.

11
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A query is the process of retrieving or the command to retrieve data from a database. In SQL the
SELECT command is used to specify queries. The general syntax of the SELECT command is

SELECT sel ect _|ist FROM tabl e_expression [sort_specification]

The following sections describe the details of the select list, the table expression, and the sort
specification. The simplest kind of query has the form

SELECT * FROM t abl el;

Assuming that there is atable called tablel, this command would retrieve all rows and all columns from
tablel. (The method of retrieval depends on the client application. For example, the psgl program will
display an ASCII-art table on the screen, client libraries will offer functions to retrieve individual rows
and columns.) The select list specification * means all columns that the table expression happens to
provide. A select list can also select a subset of the available columns or even make calculations on the
columns before retrieving them; see Section 2.2. For example, if tablel has columns named a, b, and ¢
(and perhaps others) you can make the following query:

SELECT a, b + ¢ FROM t abl el;

(assuming that b and ¢ are of anumeric datatype).

FROM t abl el is a particularly simple kind of table expression. In genera, table expressions can be
complex constructs of base tables, joins, and subqueries. But you can also omit the table expression
entirely and use the SELECT command as a calculator:

SELECT 3 * 4,

This is more useful if the expressions in the select list return varying results. For example, you could
call afunction thisway.

SELECT random();

2.1. Table Expressions

A table expression specifies a table. The table expression contains a FROM clause that is optionally
followed by WHERE, GROUP BY, and HAVING clauses. Trivial table expressions simply refer to a
table on disk, a so-called base table, but more complex expressions can be used to modify or combine
base tables in various ways.

The optional WHERE, GROUP BY, and HAVING clauses in the table expression specify a pipeline of
successive transformations performed on the table derived in the FROM clause. The derived table that is
produced by all these transformations provides the input rows used to compute output rows as specified
by the select list of column value expressions.
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2.1.1. FROM clause

The FROM clause derives a table from one or more other tables given in a comma-separated table
reference list.

FROM tabl e_reference [, table_reference [, ...]]

A table reference may be a table name or a derived table such as a subquery, a table join, or complex
combinations of these. If more than one table reference is listed in the FROM clause they are CROSS
JOINed (see below) to form the derived table that may then be subject to transformations by the
WHERE, GROUP BY, and HAVING clauses and is finally the result of the overall table expression.

When a table reference names a table that is the supertable of a table inheritance hierarchy, the table
reference produces rows of not only that table but all of its subtable successors, unless the keyword
ONLY precedes the table name. However, the reference produces only the columns that appear in the
named table --- any columns added in subtables are ignored.

2.1.1.1. Joined Tables

A joined table is a table derived from two other (real or derived) tables according to the rules of the
particular join type. INNER, OUTER, and CROSS JOIN are supported.

Join Types

CROSS JOIN
Tl CROSS JAON T2

For each combination of rows from T1 and T2, the derived table will contain a row consisting of
al columnsin T1 followed by al columnsin T2. If the tables have N and M rows respectively, the
joined tablewill have N * M rows. A crossjoinisequivalenttoan | NNER JO N ON TRUE.

Tip: FROM T1 CROSS JO N T2 is equivalent to FROM T1, T2.

Qualified JOINs

TL { [INNER] | { LEFT | RIGHT | FUL } [QUTER } JON T2 ON
bool ean_expressi on

T1 { [INNER] | { LEFT | RIGHT | FULL } [OUTER] } JON T2 USING ( join
colum list )

T1 NATURAL { [INNER] | { LEFT | RIGHT | FULL } [OUTER] } JON T2

The words INNER and OUTER are optional for all JOINs. INNER is the default; LEFT, RIGHT,
and FULL imply an OUTER JOIN.

The join condition is specified in the ON or USING clause, or implicitly by the word NATURAL.
The join condition determines which rows from the two source tables are considered to match, as
explained in detail below.

The ON clause is the most general kind of join condition: it takes a Boolean value expression of
the same kind as is used in a WHERE clause. A pair of rows from T1 and T2 match if the ON
expression evaluates to TRUE for them.
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USING is ashorthand notation: it takes a comma-separated list of column names, which the joined
tables must have in common, and forms a join condition specifying equality of each of these pairs
of columns. Furthermore, the output of a JOIN USING has one column for each of the equated
pairs of input columns, followed by all of the other columns from each table. Thus, USI NG (a, b,
c) isequivalent to ON (tl.a = t2.a AND t1.b = t2.b AND tl.c = t2.c) with the
exception that if ON is used there will be two columns a, b, and c in the result, whereas with
USING there will be only one of each.

Finally, NATURAL is a shorthand form of USING: it forms a USING list consisting of exactly
those column names that appear in both input tables. As with USING, these columns appear only
once in the output table.

The possible types of qualified JOIN are:

INNER JOIN

For each row R1 of T1, the joined table has a row for each row in T2 that satisfies the join
condition with R1.

LEFT OUTER JOIN

First, an INNER JOIN is performed. Then, for each row in T1 that does not satisfy the join
condition with any row in T2, ajoined row is returned with NULL values in columns of T2.
Thus, the joined table unconditionally has at least one row for each row in T1.

RIGHT OUTER JOIN

First, an INNER JOIN is performed. Then, for each row in T2 that does not satisfy the join
condition with any row in T1, ajoined row is returned with NULL values in columns of T1.
Thisisthe converse of aleft join: the result table will unconditionally have arow for each row
inT2.

FULL OUTER JOIN

First, an INNER JOIN is performed. Then, for each row in T1 that does not satisfy the join
condition with any row in T2, a joined row is returned with null values in columns of T2.
Also, for each row of T2 that does not satisfy the join condition with any row in T1, ajoined
row with null valuesin the columns of T1 is returned.

Joins of all types can be chained together or nested: either or both of T1 and T2 may be JOINed tables.
Parentheses may be used around JOIN clauses to control the join order. In the absence of parentheses,
JOIN clauses nest left-to-right.

2.1.1.2. Subqueries

Subqueries specifying a derived table must be enclosed in parentheses and must be named using an AS
clause. (See Section 2.1.1.3.)

FROM ( SELECT * FROM tabl el) AS alias_nane

This example isequivalent to FROM t abl el AS al i as_name. More interesting cases, which can't be
reduced to aplain join, arise when the subquery involves grouping or aggregation.
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2.1.1.3. Table and Column Aliases

A temporary name can be given to tables and complex table references to be used for references to the
derived table in further processing. Thisis caled atable alias.

FROM t abl e_reference AS alias

Here, al i as can be any regular identifier. The alias becomes the new name of the table reference for
the current query -- it is no longer possible to refer to the table by the original name. Thus

SELECT * FROM ny_table AS m WHERE ny_table.a > 5;

isnot valid SQL syntax. What will actually happen (this is a Postgres extension to the standard) is that
an implicit table reference is added to the FROM clause, so the query is processed as if it were written
as

SELECT * FROM nmy_table AS m ny_table AS ny_table WHERE ny_table.a > 5;

Table aliases are mainly for notational convenience, but it is necessary to use them when joining atable
toitsdlf, e.g.,

SELECT * FROM ny_table AS a CROSS JON ny_table AS b ...

Additionally, an aliasisrequired if the table reference is a subquery.

Parentheses are used to resolve ambiguities. The following statement will assign the alias b to the result
of thejoin, unlike the previous example:

SELECT * FROM (ny_table AS a CROSS JON ny_table) AS b ...

FROM t abl e_reference alias
Thisform is equivalent to the previously treated one; the AS key word is noise.
FROM t abl e_reference [AS] alias ( columl [, colum2 [, ...]] )

In this form, in addition to renaming the table as described above, the columns of the table are also
given temporary names for use by the surrounding query. If fewer column aliases are specified than the
actual table has columns, the remaining columns are not renamed. This syntax is especially useful for
self-joins or subqueries.

When an dlias is applied to the output of a JOIN clause, using any of these forms, the alias hides the
original names within the JOIN. For example,

SELECT a.* FROM ny_table AS a JO N your_table AS b ON ...
isvalid SQL, but
SELECT a.* FROM (my_table AS a JON your_table ASb ON...) ASc

isnot valid: thetable alias A is not visible outside the alias C.
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2.1.1.4. Examples

FROM T1 I NNER JO N T2 USI NG (C)

FROM T1 LEFT QUTER JO N T2 USING (C)

FROM (T1 RI GHT OUTER JO N T2 ON (T1Cl=T2C1)) AS DT1

FROM (T1 FULL OUTER JON T2 USING (C)) AS DT1 (DT1Cl, DT1C2)

FROM T1 NATURAL | NNER JO N T2

FROM T1 NATURAL LEFT OUTER JO N T2
FROM T1 NATURAL RI GHT QUTER JO N T2
FROM T1 NATURAL FULL OUTER JO N T2

FROM ( SELECT * FROM T1) DTl CROSS JON T2, T3
FROM ( SELECT * FROM T1) DrT1, T2, T3

Above are some examples of joined tables and complex derived tables. Notice how the AS clause
renames or names a derived table and how the optional comma-separated list of column names that
follows renames the columns. The last two FROM clauses produce the same derived table from T1, T2,
and T3. The AS keyword was omitted in naming the subquery as DT1. The keywords OUTER and
INNER are noise that can be omitted also.

2.1.2. WHERE clause
The syntax of the WHERE clauseis
WHERE search_condition

where sear ch_condi ti on is any value expression as defined in Section 1.3 that returns a value of
type bool ean.

After the processing of the FROM clause is done, each row of the derived table is checked against the
search condition. If the result of the condition is true, the row is kept in the output table, otherwise (that
is, if theresult isfalse or NULL) it is discarded. The search condition typically references at least some
column in the table generated in the FROM clause; this is not required, but otherwise the WHERE
clause will be fairly useless.

Note: Before the implementation of the JOIN syntax, it was necessary to put the join condition of an
inner join in the WHERE clause. For example, these table expressions are equivalent:

FROM a, b WHERE a.id = b.id AND b.val > 5

and

FROM a INNER JON b ON (a.id = b.id) WHERE b.val > 5
or perhaps even

FROM a NATURAL JO N b WHERE b.val > 5

Which one of these you use is mainly a matter of style. The JOIN syntax in the FROM clause is
probably not as portable to other products. For outer joins there is no choice in any case: they must
be done in the FROM clause. An outer join’'s ON/USING clause is not equivalent to a WHERE
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condition, because it determines the addition of rows (for unmatched input rows) as well as the
removal of rows from the final result.

FROM FDT WHERE
Cl>5

FROM FDT VHERE
ClLIN(1, 2, 3)

FROM FDT VHERE
Cl IN (SELECT Cl FROM T2)

FROM FDT VHERE
Cl IN (SELECT C3 FROM T2 WHERE C2 = FDT.Cl + 10)

FROM FDT WHERE
Cl BETWEEN (SELECT C3 FROM T2 WHERE C2 = FDT.Cl + 10) AND 100

FROM FDT WHERE
EXI STS (SELECT C1 FROM T2 WHERE C2 > FDT. C1)

In the examples above, FDT is the table derived in the FROM clause. Rows that do not meet the search
condition of the where clause are eliminated from FDT. Notice the use of scalar subqueries as value
expressions. Just like any other query, the subqueries can employ complex table expressions. Notice
how FDT is referenced in the subqueries. Qualifying C1 as FDT.C1 is only necessary if C1 is aso the
name of a column in the derived input table of the subquery. Qualifying the column name adds clarity
even when it is not needed. This shows how the column naming scope of an outer query extends into its
inner queries.

2.1.3. GROUP BY and HAVING clauses

After passing the WHERE filter, the derived input table may be subject to grouping, using the GROUP
BY clause, and elimination of group rows using the HAVING clause.

SELECT select _list FROM ... [WHERE ...] GROUP BY groupi ng_col um_reference [,
groupi ng_col um_r ef erence] . ..

The GROUP BY clause is used to group together rows in atable that share the same valuesin all the
columns listed. The order in which the columns are listed does not matter (as opposed to an ORDER BY
clause). The purpose is to reduce each group of rows sharing common values into one group row that is
representative of all rowsin the group. Thisis done to eliminate redundancy in the output and/or obtain
aggregates that apply to these groups.

Once a table is grouped, columns that are not used in the grouping cannot be referenced except in
aggregate expressions, since a specific value in those columns is ambiguous - which row in the group
should it come from? The grouped-by columns can be referenced in select list column expressions since
they have a known constant value per group. Aggregate functions on the ungrouped columns provide
values that span the rows of a group, not of the whole table. For instance, a sun{ sal es) on atable
grouped by product code gives the total sales for each product, not the total sales on all products.
Aggregates computed on the ungrouped columns are representative of the group, whereas individual
values of an ungrouped column are not.

Example:
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SELECT pid, p.nane, (sun{s.units) * p.price) AS sales
FROM products p LEFT JON sales s USING ( pid )
GROUP BY pid, p.nane, p.price;

In this example, the columns pid, p.name, and p.price must be in the GROUP BY clause since they are
referenced in the query select list. The column s.units does not have to be in the GROUP BY list since it
is only used in an aggregate expression (sumn( ) ), which represents the group of sales of a product. For
each product, a summary row is returned about all sales of the product.

In strict SQL, GROUP BY can only group by columns of the source table but Postgres extends this to
also alow GROUP BY to group by select columns in the query select list. Grouping by value
expressions instead of simple column namesis also alowed.

SELECT sel ect _|ist FROM ... [ WHERE o] GROUP BY C HAVI NG
bool ean_expressi on

If atable has been grouped using a GROUP BY clause, but then only certain groups are of interest, the
HAVING clause can be used, much like a WHERE clause, to eliminate groups from a grouped table.
Postgres allows a HAVING clause to be used without a GROUP BY, in which case it acts like another
WHERE clause, but the point in using HAVING that way is not clear. A good rule of thumb is that a
HAVING condition should refer to the results of aggregate functions. A restriction that does not involve
an aggregate is more efficiently expressed in the WHERE clause.

Example:

SELECT pid AS " Products",
p. name AS "Over 5000",
(sun(s.units) * (p.price - p.cost)) AS "Past Month Profit"
FROM products p LEFT JON sales s USING ( pid )
WHERE s. date > CURRENT_DATE - | NTERVAL '4 weeks’
GROUP BY pid, p.nane, p.price, p.cost
HAVI NG sum(p. price * s.units) > 5000;

In the example above, the WHERE clause is selecting rows by a column that is not grouped, while the
HAVING clause restricts the output to groups with total gross sales over 5000.

2.2. Select Lists

As shown in the previous section, the table expression in the SELECT command constructs an
intermediate virtual table by possibly combining tables, views, eliminating rows, grouping, etc. This
table isfinally passed on to processing by the select list. The select list determines which columns of the
intermediate table are actually output. The simplest kind of select list is* which emits all columns that
the table expression produces. Otherwise, a select list is a comma-separated list of value expressions (as
defined in Section 1.3). For instance, it could be alist of column names:

SELECT a, b, ¢ FROM. ..

The columns names a, b, and ¢ are either the actual names of the columns of tables referenced in the
FROM clause, or the aliases given to them as explained in Section 2.1.1.3. The name space available in
the select list is the same as in the WHERE clause (unless grouping is used, in which case it is the same
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as inthe HAVING clause). If more than one table has a column of the same name, the table name must
also begiven, asin

SELECT tbl1l.a, tbl2.b, thll.c FROM...

(see also Section 2.1.2).

If an arbitrary value expression is used in the select lit, it conceptually adds a new virtual column to
the returned table. The value expression is evaluated once for each retrieved row, with the row’s values
substituted for any column references. But the expressions in the select list do not have to reference any
columns in the table expression of the FROM clause; they could be constant arithmetic expressions as
well, for instance.

2.2.1. Column Labels

The entriesin the select list can be assigned names for further processing. The further processing in this
case is an optional sort specification and the client application (e.g., column headers for display). For
example:

SELECT a AS value, b + ¢ AS sum FROM . ..

If no output column name is specified via AS, the system assigns a default name. For simple column
references, thisis the name of the referenced column. For function calls, thisis the name of the function.
For complex expressions, the system will generate a generic name.

Note: The naming of output columns here is different from that done in the FROM clause (see
Section 2.1.1.3). This pipeline will in fact allow you to rename the same column twice, but the name
chosen in the select list is the one that will be passed on.

2.2.2. DISTINCT

After the select list has been processed, the result table may optionally be subject to the elimination of
duplicates. The DISTINCT key word is written directly after the SELECT to enable this:

SELECT DI STI NCT sel ect _|i st

(Instead of DISTINCT the word ALL can be used to select the default behavior of retaining all rows.)

Obviously, two rows are considered distinct if they differ in at least one column value. NULLS are
considered equal in this comparison.

Alternatively, an arbitrary expression can determine what rows are to be considered distinct:
SELECT DI STI NCT ON (expression [, expression ...]) select_list

Here expr essi on is an arbitrary value expression that is evaluated for al rows. A set of rows for
which al the expressions are equal are considered duplicates, and only the first row of the set is kept in
the output. Note that the first row of a set is unpredictable unless the query is sorted on enough columns
to guarantee a unique ordering of the rows arriving at the DISTINCT filter. (DISTINCT ON processing
occurs after ORDER BY sorting.)
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